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1. Introduction 
 
Governance is the act of governing or administrating. It refers to all measures, rules, decision-
making, information and enforcement that ensure the proper functioning and control. In the 
context of Service-Oriented Architecture (SOA), there are several ways to define governance. We 
survey, in the following, definitions from the literature to define the concept of SOA Governance:  

• Anne Thomas Manes Research Director at Burton Group defines SOA Governance as 
processes that an enterprise puts in place to ensure that things are done in accordance with 
best practices, architectural principles, government regulations, laws, and other 
determining factors [1]. SOA governance refers to the processes used to govern adoption 
and implementation of SOA, ensuring and validating that assets and artifacts within the 
architecture are acting as expected and maintaining a certain level of quality. 

• According to Paolo Malinverno [2], SOA Governance is about having discipline and 
making sure that the very important decisions go through to appropriate people, and that 
these people have the appropriate input to make those decisions. 

• SUN [3] states SOA Governance as the ability to organize, enforce, and reconfigure 
service interactions in an SOA. 

 
Basing on the above definitions, in Soceda governance can be defined as a set of processes, rules, 
policies, mechanisms of control, enforcement policies, and best practices put in place throughout 
the lifecycle of services and choreographies (from the design time to run-time stage), in order to 
ensure the successful achievement of the SOA implementation. SOA governance ask for the 
definition of policies and supporting tools. Particularly challenging is the definition of 
governance policies and mechanisms that need to be distributed and controlled according to a 
decentralized and neutral paradigm. In order to ensure that the integration of independently 
developed pieces of software is successful, an effort in introducing standardized notations, 
interfaces, data coding and more recently also semantics (through ontologies) has been 
undertaken by SOA companies. Nevertheless companies have soon realized that standards alone 
are not sufficient to ensure interoperability. The socio-technical nature of the SOA world means 
that it is necessary to consider services as active entities that operate aside or replace humans. To 
achieve SOA interoperability, it is then necessary to put in place also some social organization to 
govern the interactions among the participating services, aiming at assuring that everyone abides 
by the agreed social rules. 
In Soceda, the governing rules and procedures should be established and enforced by superpartes 
entities, which must be trusted and accepted by anyone. This is what SOA Governance is 
conceived for. Indeed, the apparent flexibility and ease of use of service-oriented application can 
be only achieved through discipline and an enforced framework of rules, policies and processes. 
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Figure 1: Overview of SOA Governance in Future Internet 
 
 
So far, SOA Governance has been mainly pursued for achieving service integration within one 
organization. 
In the future vision of services all around us that dynamically connect and disconnect, on 
demand, towards some business objective, SOA Governance must be meant as a comprehensive 
management umbrella under which effective interoperability across organizations and platforms 
is ensured. 
However, the definition of decentralized policies does not solve the issues and challenges that the 
Soceda project will need to address; we then also need means for monitoring, assessing and 
enforcing policies and rules. This functionality will be made available through specific 
mechanisms included in the Soceda platform as detailed in the following chapters. 
Soceda will investigate both design-time and runtime governance. Governance activities can be 
seen as a transversal layer that ensures the adoption of the right way of doing things, the right 
time and by the right persons. Governance is a paradigm underlying the whole service lifecycle 
and the IT system and at the borderline of three concerns: SOA Discovery, SOA Management, 
and Governance Policies (as illustrated in Figure 1). 

• SOA Discovery: services registries and repositories provide service discovery capabilities 
at both design and run-time. Governance capabilities as looking for a service, retrieving it, 
and managing its life cycle are provided on top of a registry/repository mechanism.  
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• SOA Management: covers the management of the service lifecycle from development 
until runtime. This includes the definition and following of the service at several stages of 
their lifecycle.. Moreover, SOA Management can also include the monitoring and runtime 
evaluation of the non functional requirements of services. Consequently, it ensures the 
alignment between service consumer requirements and the runtime behavior of services. 
SOA Management needs to address also the service aspects by defining which rules, 
policies and standards are more relevant to be applied at different stages of the service 
lifecycle. Governance Policies: policies are the cornerstone of the governance paradigm. 
Through the adoption of a set of policies and standards commonly used, SOA governance 
makes the exposed services compliant with heterogeneous services coming from several 
platforms. These need to be identified in order to implement the governance framework. 
In order to ease interoperability and service reuse, best practices and rules are adopted. 
Both SOA discovery and SOA Management are concerned with governance policies as 
they define each step of the service life cycle. Each stakeholder involved in the 
governance process has their roles and responsibilities that need to be identified. The 
governance process resides also in setting common code conventions and standards. In the 
Soceda project we elucidate a list of governance policies and rules as being part of the 
governance framework..  
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2. Preliminary Architecture Overview 
 
In the previous chapter we introduced the challenges brought by service-based applications (i.e. 
adaptiveness, late service binding, dynamic execution environment, limited controllability on the 
execution environment, and so on). As we anticipated, to face such challenges the Soceda project 
will implement a comprehensive governance strategy behind service specification and 
management. 
A first preliminary architecture of the framework we started to build is depicted in Figure 2, 
where we represent the main governance components. 
Indeed, the Soceda governance framework could be seen as a collection of several components 
enabling governance capabilities at different levels of the service lifecycle; it includes several 
subsystems meant to ease services control and management from design time to runtime such as 
the Verification and Validation manager, which supports unit, integration, conformance, 
acceptance, and scalability testing for services and choreographies. 
Then, the Verification and Validation components handle the registration process and 
involvement of a service within a service. Finally, runtime quality evaluation ensures services are 
behaving with respect to the service level agreements previously contracted. Furthermore, SOA 
governance activities are enhanced using a service registry that achieves the link between both 
design time and runtime environments. 
 

 
Figure 2: Governance Framework Overview 
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2.1. Components of the Governance Framework 
Registries and repositories are an important component of SOA Governance. They serve not only 
to inventory, catalogue service data, but also serve as places to store metadata about services, 
necessary to SOA Governance, that go beyond WSDL documents and including descriptions of 
their functionalities, capabilities, and the locations of their service contracts. Having a robust 
Registry/Repository promotes the discovery and reusability of services. The Soceda project will 
provide registry/repository functionalities for services. Service providers as well as service 
designer will publish services on such registries. Consumers looking for services and 
choreographies can refine their search according to non-functional concerns : for example 
performance, usage frequency, ratings, etc. In Figure 2 we present a preliminary architecture of 
the governance registry in Soceda. This is at the center of all the governance activities such as 
LifeCycle management, Contracts management and Roles management. It is also linked to the 
runtime middleware for services. 
 
The Soceda Governance Framework is composed as follows: 
 
Resource Manager: A resource constitutes the basic concept of all governance framework. A 
resource corresponds to xml data. This manager allows us to publish, find or remove a resource. 
 
Storage Service: This service is able to store or unstore a resource. It allows us to persist a 
resource. Several persisting mechanisms can be used such as database, file system for example. 
 
Connexion Manager: In Soceda, services involved in composition are accessed using the 
enterprise service bus capabilities. The PEtALS ESB provides integration mechanisms and 
techniques for making heterogeneous services communicate and interoperate. It is based on a 
service discovery protocol for retrieving and querying services in the runtime context. In order to 
link design and runtime it would be interesting to integrate the runtime naming service with the 
governance registry. This way, we synchronize the runtime environment with the gouvernance 
framework. 
 
Service Manager : In the Soceda context, this functionality is essential since a very large number 
of services is deployed over a cloud infrastructure. The service-naming registry provides already 
a suitable way of discovering running services in the middleware. Nevertheless, the Soceda 
service discovery protocol needs also to be able to provide discovery of services according to 
non-functional concerns such as Quality of Services. Indeed, a very large number of services 
provides different quality of services that could be more or less relevant for the service consumer. 
This way, service consumers would be able to discover a service and negotiate its usage 
contracts. Once agreed, the service can be involved in the enactment of a service and thus 
deployed on top of the service access middleware. The governance-like service registry provides 
a top-level view of services during their lifecycle and before deploying them. It is populated 
when a service provider registers a service. A status for the service is assigned and evolves as the 
service is being modified. Once developed, the service provider provides service level 
agreements templates for the service and makes them available for service consumers. Service 
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consumers are then able to discover services and to select the relevant ones according to their 
requirements. 
 
Event Manager: This component depends on Service Manager. It is able to detect all event 
producers deployed in the service infrastructure. For each producers, it allows us to know the 
different topics produced. It also possible to get the data model associated to the messages of 
topic. So it manages TopicNamespace and TopicSet as a resource. 
 
Choreography Manager: This component allows us to publish or find collaboration between 
partners. It manages BPMN 2.0 files as resources. 
 
Life Cycle Controller: The service life cycle manager is responsible for setting the good 
principles and the best practices for the different levels of a resource lifecycle. It ensures and 
guides the adoption of the good principles for controlling the development process of a resource.  
 
User Manager: This manager allows us to add or remove new users in governance framework 
 
Roles Manager : The roles manager defines the responsibilities for each user or application with 
regard to the governance framework. It state exactly who can do what and when. This 
functionality is essential for governance activities. The different identified roles interacts with the 
governance registry and are able according to their access permissions to operate functions.  
 
SLA/ELA Manager: The Service Level Agreement policies are defined at the design of a service, 
then published, negotiated and monitored at runtime. This manager allows client users to 
negotiate a SLA contract with provider users. It manages WS-Agreement files as resources. 
 
Policy Manager:  The policy manager allows us to connect rules, good practices or non-
functional properties (security, reliability) to a resource. It managers WS-Policy files as resources 
 
MetaData Manager: This manager is able to add new attributes such as modelReference for 
onthologies to a existing resource.  
 
V&V Manager : the Service Registry adopted within the Governance Framework will augment 
the discovery and directory service functionality with testing capabilities. Here, the idea is that a 
service can be tested at the time it asks for registration. More in general, such testing activities 
can be extended to the whole life-cycle of a service. In the literature such approaches are usually 
referred as “on-line testing”. Approaches belonging to this class can be differentiated mainly on 
the basis of the information used to carry out the testing session. Within the scope of the Soceda 
project both the Governance Manager, and the V&V Manager could plan their strategy. The main 
advantages in enhancing the functionality of a service registry with on-line testing approaches is 
that in those scenarios, integration tests are executed in the real execution environment providing 
more realistic results. In this way, only “high quality” certified services will be guaranteed to pass 
the registration. Also the Service  Registry in the Governance Framework will support policies 
that regulates V&V activities. For example, periodical check on the status of the service that 
verifies if it is actually enactable or not. 
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BSM Manager: this manager allows EasierGOV to connect to a Business Service Monitoring 
(BSM) like EasierBSM to access to runtime non-functional properties of a service such as the 
current latency or availability of a service. This kind of information can be essential to improve 
the discovery of a service. 
 
Admin Manager: This manager allows to configure specific parameters of framework and gives 
some essential information to user such as the list of service/manager exposed by EasierGOV 
framework. 
 

2.2. LifeCycle Management Policies 
Defining the lifecycle policies of the resources to be governed is essential. Indeed, in the Soceda  
governance framework, we need to define the different steps of the life cycle of Service Level 
Agreements, the services. Governance activities apply policies and constraint rules at several 
steps of the lifecycle for ensuring the good behavior of these resources. The following sections 
are devoted to the description of the lifecycle management policies for services (Section 2.2.1) 
and service level agreements (Section 2.2.2). 
 

2.2.1. Service LifeCycle Management Policies 
Service lifecycle management policies focus on defining rules and regulations on business 
services. The appropriate SOA Governance policies have to be applied in each phase of the 
lifecycle to both guarantee and control the access of services. Figure 3 summarizes several 
policies that can be defined in each phase of the service lifecycle. 
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Figure 3: Service Lifecycle Policies 
 
In governance approach and at design time, each service passes several phases such as 
specification and design, development and implementation, testing and V&V before it is 
deployed. To guarantee the appropriate execution of these stages, it is ultimately to define 
policies in each one. 
The service design describes the infrastructure, capabilities, desired features and all the 
specifications about the service and the service candidates within a service. In this phase, a design 
time policy might define which, when, and where standards to use and insure compliance 
between them, set out a corporate namespace. Once the design of the service is finished, it is time 
to develop it with respecting in one hand the rules defined in service design and in another hand, 
with defining appropriate policies such as coding conventions (for example, naming conventions 
for objects, variables, procedures,..) and syntactic errors policies. 
Then, to assure the quality of services, service development needs to be coordinated with service 
testing with respect to integration testing and V&V policies. Finally, policies at deployment stage 
might require that services in production environment are compliant with requirements of Web 
Service-Interoperability standard. 
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2.2.2. SLA Life Cycle Management Policies 
The SLA life-cycle, includes the following states: discovering, negotiation, creation, monitoring, 
termination, and enforcing consequences for non compliance. Figure 4 provides an overview of 
the SLA life-cycle stages as defined by Sun Microsystems. 
 

 
Figure 4: Service Level Agreement life-cycle 
 

1) SLA Template Development7: it is obvious that the whole life-cycle of the SLA is based 
on a template or model used for the representation of its various clauses. This first phase 
consists in a specification and a modeling. 

2) Discover Service Provider: the SLA lifecycle starts with discovering resources that could 
satisfy the requirements of the service consumer. 

3) Define SLA: once the service provider(s) has(ve) been discovered, it is important to 
specify and model the required quality levels of the agreement. 

4) Establish Agreement: in this phase the SLA template is created and is accomplished by 
signing a service level agreement by the client and the provider. 

5) Monitor SLA Violation: this phase consists in monitoring the obligations defined in the 
SLA to ensure that all contract clauses’ have been achieved or violated by one of the 
parties or both of them. 

6) Terminate SLA: This phase consists on the termination of the SLA. 
7) Enforce Penalties for SLA Violation: In case of non compliance, it is important to specify 

the consequences and penalties. 
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3. Policies, and SLAs Standards for Governance 
Often service choreographies expect their composing services to provide a certain degree of 
guarantees, for example in terms of a minimum level of QoS, or a set of required functionalities 
and behaviors that they must comply to. In the literature, policies and SLA were introduced in 
order to efficiently regulate the participation of services in a collaborative environment. 
Both policies and SLA are usually provided in a structured form, so that they may be clearly 
understood, compared against those of similar services, and verified both at admittance and 
throughout the life-cycle of the service. Also, they are usually written in some machine-readable 
language, to allow both the service provider and its consumers to easily verify the compliance. 
Several languages have been created for defining both policies, and SLA. In the following, an 
overview of the most significant is given. 
 
eXtensible Access Control Markup Language (XACML): 
XACML is probably the ancestor of policy languages. Created by the OASIS XACML TC in 
2003, version 3.0 is being developed at the time of writing this document. XACML is an XML 
tagset, with implementations generally targeting most Java servers. 
XACML rotates around the concept of resources. A resource is anything that can be accessed, 
such as data or a service. Resources can be accessed by subjects in various ways. Access types 
are defined as actions. 
Resources, subjects and actions are the building bricks of a target, which is a construct that 
defines the subjects it applies to, the resources it binds, and the actions it enforces. A target 
represents a subset of the space of all possible combinations of resources, subjects and actions. 
To verify if a subject trying to gain access to a specific resource is an element in the target’s 
subset, XACML uses boolean conditions. 
Rules define the policies proper. Simply put, a rule can be applied only if the access attempt 
belongs to the space of its target (defined in XML as a child of the rule element). Rules are based 
on boolean conditions, and the possible outcomes of the application of a rule is an answer which 
is permit or deny. 
Any number of rules can make up a policy, which also has a target to determine if it must be 
applied. A policy can be the root of a specification, or it can be nested into a larger policy set. 
Several nodes participate in an XACML interaction. The most relevant are the Policy Decision 
Point and the Policy Enforcement Point. When an action is requested on a resouce which is 
protected by a PEP, this creates an XACML request, sending to the PDP information about the 
subject, action, and resource. The PDP will compare the request with the policies known to it, 
and if it finds some policy that applies to that target, it evaluates its rules and sends a reply to the 
PEP. The PEP then responds to the requestor by granting or denying access to the resource based 
on the PDP’s reply. 
So far, XACML does not seem fit to accommodate quality of service, only admission control. 
However, at least basic QoS requirements can be addressed using admission control. For 
example, the rules might be based on information on network traffic or server load; such 
information can be provided by the PEP when creating the XACML request. 
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Web Services Policy: 
A more recent standard than XACML, the Web Services Policy language [4] was developed by 
the World Wide Web Consortium (W3C) in 2006. It is composed of two separate XML 
specifications, WSPolicy and WS-PolicyAttachment (the latter is defined to allow compatibility 
between different versions of the WS-Policy and WSDL standards). The purpose of this standard 
is to enhance the interaction between a service provider and a service consumer by giving 
additional information (beyond the basic ones normally specified by the WSDL descriptor), on 
how the interaction should be carried out. To make it simple, this language aims at converting 
information which would normally fit in a documentation into a machine-readable format. 
Such information takes the name of metadata. Metadata enhance the specification by adding 
details about how an invocation should be constructed, additional protocols it should use, and so 
on. However, metadata are not part of the WSDL specification and would be ignored by 
softwares not able to understand them. The purpose of metadata is the following: whereas a 
generic tool for creating SOAP invocations would fail against a service because it has specific 
constraints on how it must be invoked, a tool capable of interpreting the metadata provided by the 
service would be able to correctly generate SOAP invocations complying with those constraints. 
The basic construct around WS-Policy is the assertion. A policy assertion is a bit of metadata 
which expresses a specific requirement for that service. For example, an assertion might denote 
the need for a specific security level, or the use of a certain protocol, and so on. Assertions are 
not defined in the WS-Policy standard, but rather left to developers of individual standards. The 
purpose of WS-Policy is not to define assertions, but to combine them and use them within a web 
service specification. The Web Services Policy Working Group provides a documentation on 
how to define policy assertions [5]. WS-Policy then combines assertions into expressions, using 
self-explanatory constructs such as All and ExactlyOne. A service consumer can access the 
service requiring that policy if the policy expression is satisfied. Additionally, policy assertions 
can be defined as optional, with the different purpose of allowing access to all customers but 
improving the service experience to policy-aware ones. 
In other words, access behaviours which do not meet the condition of the optional policy 
assertion are not denied, but will operate differently (for example, with a different degree of 
optimization). Also, assertions can be marked as ignorable, meaning that they will have no 
impact on the interaction with the consumer, but providing information about the service 
behaviour (for example, a service which logs all requests), thus allowing consumers to make a 
more conscious decision on whether or not use the service. 
Expressions are included inside a Policy node, which in turn is attached to any part of the WSDL 
specification, thus protecting either the whole service, or just specific operations, bindings, or 
something else. The complete structure of the model of the WS-Policy standard is shown in 
Figure 5. 
Similarly to what can be done in WSPL, the policies of a service provider and a service consumer 
can be combined in WS-Policy, to determine whether the two requirements are compatible. 
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Figure 5: WS-Policy 

 
 
Web Services Agreement (WS-Agreement): 
WS-Agreement [6] is a standard developed in 2004 by the Grid Forum committee. It differs from 
the standards described so far in that it does not define a policy over the quality that a service 
provider offers or a consumer requests, but establishes an agreement between the two partners. In 
other words, whereas WSPL and WS-Policy need only be defined on the service provider or the 
consumer to convey significant information, and the contractual agreement between the partners 
in obtained by merging two separate policies, WS-Agreement cannot be defined on a single role, 
but requires a provider-consumer relationship. 
In this sense, WS-Agreement aims at creating an implementation of the business concept of a 
Service-Level Agreement (SLA for short). By all means, WS-Agreement establishes a contract 
between the two parties, much in the same way that a legal contract is established between two 
subjects. 
The comparison goes well beyond a descriptive example, because the two partners in the 
establishment of an agreement are the initiator and the responder. Similarly to what happens in 
civil contracts, the initiator sends an offer to the responder, who evaluates the offer and replies 
with either acceptance or rejection. 
Basically, the initiator could create an offer from scratch. However, to facilitate the process and 
avoid excess of rejections, the responder may, up front, provide a template. The template is a 
rough schema of the offers the responder is willing to accept, and contains a number of 
agreement creation constraints, which represent the rules the initiator must follow in creating his 
offer to avoid being rejected. 
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In this environment, there is no predefined association between the initiator and responder roles 
and the positions of service provider and service consumer. One of the purposes of WS-
Agreement is to be symmetrical, meaning that the offer can come indifferently from the provider 
or the consumer. 
Similarly, WS-Agreement is designed to avoid being limited to some protocols or their versions, 
but rather it targets the very core concept of web services. 
Figure 6 shows a sample structure of a web service interaction based on an agreement. The 
model is two-layered: the agreement layer contains a factory for creating the agreement based on 
some terms, and an interface to query the agreement about the current status; whereas the service 
layer contains the usual service application, with a factory to instantiate the service and a number 
of operations which can be invoked by the consumer. 
The agreement itself takes the shape of an XML file, and it is made up of three sections: 

• the name of the agreement; 
• an optional context, which contains some metadata such as the names of the participants, 

the initiator and the responder, the duration of the agreement, and the template; 
• the terms of the contract.  

 

 
Figure 6: WS-Agreement model 

 
The terms are the core of the agreement. They can belong to the categories of agreement terms, 
guarantee monitoring terms, or termination terms. Agreement terms are the basis for establishing 
the agreement, so they are used during negotiation. Not all the requirements of one partner have 
the same degree of enforcement, and they can be either required or optional. At the end of 
negotiating a term, this can be observed if it is met by the partners, ignored if it’s not going to be 
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used in the agreement, or rejected if a partner cannot meet the requirement. All this information is 
expressed through XML attributes. 
Guarantee terms represent the quality level that must be maintained by the service provider. 
Guarantee terms are quite similar to the policies expressed by WSPL or WS-Policy. For example, 
they can represent a minimum CPU allocation, bandwidth, service response time and so on. This 
requirements are referred to as service level objectives (SLO). 
Monitoring terms are used during the lifecycle of the relationship to determine whether the 
guarantees of the agreement are maintained. Basically, these terms express which values must 
exposed to the initiator, and how this notification must occur. 
Termination terms determine if and when a contract must be solved. They express the degree of 
defaulting which will not be tolerated by the other partner, therefore leading to the termination of 
the agreement. 
Summing up, the lifecycle of a WS-Agreement is divided into three separate phases: a first phase 
represents the negotiation, where the agreement terms come into place, and the agreement is 
reached when the partners are satisfied over the compliance with the terms; then, the relationship 
is established with some degree of quality, and this degree represents the compliance with the 
guarantee terms; during the relationship, the monitoring terms are used to expose defaults in the 
service provider’s quality of QoS, and if these failures to comply with the agreement matches the 
termination terms, the relationship is solved. 
 
 
 
 
SOA-EERP Business Service Level Agreement (bSLA): 
Following the idea of WS-Agreement, the OASIS organization in 2010 created a new standard, 
called the Business Service Level Agreement (bSLA for short), to support not policies of an 
individual role, but rather the policies underlying a web service relationship. 
The structure of bSLA is more intuitive than that of WS-Agreement. In a nutshell, bSLA is an 
XML file which has a BSLA node at its root. The sections of the bSLA are SLAParties, 
SLAParameters, SLAObligations and SLATerms. 
The section on the parties describes the subjects who participate in the relationship, namely the 
service provider and requester. There is no such concept as the initiator and responder in bSLA, 
since there is no separate negotiation phase. 
The parameters section contains some basic metadata on the web service, such as the EndPoint 
Reference (EPR), costs, throughput and so on. 
The obligations are the core of the bSLA specification. Basically, this section is made up of 
individual obligations, which collectively make up the SLO. Obligations are similar to the 
policies described, and may contain requirements on the availability of the service, a minimal 
throughput, and the like. Additionally, this section may contain some action guarantees, which 
describe what actions are to be taken in case the SLO is met or not met (generally, these are made 
up of fees in the former case or penalties in the latter). Since obligations and guarantees are 
limited in the bSLA specification, the agreement may contain an optional terms section which 
defines additional terms not expressed in the obligations section. 
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Figure 7: Service, Process and Transaction Standards 
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4. Conclusion 
 
The inherent multi-party nature of the internet asks for the introduction of novel mechanisms and 
tools to make possible the definition, monitoring and enforcement of policies and rules. On the 
other side traditional software engineering activities and in particular V&V related activities need 
to be rethought in order to face the new challenges and take advantage of possible new 
opportunities. 
With respect to governance the research has been conducted trying, at first, to identify new 
possible roles and responsibilities emerging in this new context.  
Nonetheless the introduction of this new concept asks naturally for the definition of suitable 
mechanisms to manage its lifecycle, runtime and evolution. 
Particularly important is the introduction of suitable mechanisms needed to enable V&V 
activities, also to permit their extension to the run-time phase. In particular the introduction of 
V&V activities at run-time requires the definition of precise policies and rules that need to be 
generally accepted, also in order to manage or avoid possible side effects. Considering the very 
nature of internet as a socio-technical system, we envisage the possibility of using V&V 
techniques in order to augment trustworthiness on artifacts related qualities by their potential 
users. 
This document reported the results of the investigations carried on in the first months of its 
activity. Its objective is mainly to identify the basic concepts and a research route for the future 
activities to be carried on by the workpackage. Starting from this document the partners started to 
implement the envisaged mechanisms and requirements and a first set of components to 
implement has been already identified and introduced in this document. Several presented results 
provide promising feature to discipline and validate development. Among others, we proposed a 
preliminary architecture of the governance and V&V framework. We introduced an original 
classification of V&V policies, and outlined an approach to model and analyse SLA-related 
policies. We started to compile a list of policies for testing and ranking of services playing a role 
in a specified composition of services. 
However, as we said in the Introduction, this document should be received a draft first set of 
policies to be iterated upon on a continuous basis in cooperation with the whole Soceda 
consortium. 
The policies that we propose constitute rather a principled list of desirable good practices, and are 
purposely not finalized into a formal description. In fact, governance is a transversal concept, and 
needs to be harmonized with the processes and tools developed in the other WPs. 
Thus, the release of such document will be followed by a comparison and coordination with the 
other results simultaneously delivered.  
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